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Overview
In the late 1970s cognitive science became an established part of the intellectual landscape.
At that time an academic field crystallized around a basic set of problems, techniques, and
theoretical assumptions. These problems, techniques, and theoretical assumptions came from
many different disciplines and areas. Many of them had been around for a fairly long time.
What was new was the idea of putting them together as a way of studying the mind.
Cognitive science is at heart an interdisciplinary endeavor. In interdisciplinary research great
innovations come about simply because people see how to combine things that are already out
there but have never been put together before. One of the best ways to understand cognitive
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science is to try to think your way back until you can see how things might have looked to its early
pioneers. They were exploring a landscape in which certain regions were well mapped and well
understood, but where there were no standard ways of getting from one region to another. An
important part of what they did was to show how these different regions could be connected in
order to create an interdisciplinary science of the mind.
In this chapter we go back to the 1930s, 1940s, and 1950s – to explore the prehistory of
cognitive science. We will be looking at some of the basic ideas and currents of thought that, in
retrospect, we can see as feeding into what came to be known as cognitive science. As we shall
see in more detail later on in this book, the guiding idea of cognitive science is that mental
operations involve processing information, and hence that we can study how the mind works by
studying how information is processed. This basic idea of the mind as an information processor
has a number of very specific roots, in areas that seem on the face of it to have little in common.
The prehistory of cognitive science involves parallel, and largely independent, developments in
psychology, linguistics, and mathematical logic. We will be looking at four of these
developments:
n
n
n
n

The
The
The
The

reaction against behaviorism in psychology (section 1.1)
idea of algorithmic computation in mathematical logic (section 1.2)
emergence of linguistics as the formal analysis of language (section 1.3)
emergence of information-processing models in psychology (section 1.4)

In concentrating on these four developments we will be passing over other important
influences, such as neuroscience and neuropsychology. This is because until quite recently the
direct study of the brain had a relatively minor role to play in cognitive science. Almost all cognitive
scientists are convinced that in some fundamental sense the mind just is the brain, so that
everything that happens in the mind is happening in the brain. Few, if any, cognitive scientists are
dualists, who think that the mind and the brain are two separate and distinct things. But for a long
time in the history of cognitive science it was widely held that we are better off studying the
mind by abstracting away from the details of what is going on in the brain. This changed only with
the emergence in the 1970s and 1980s of new technologies for studying neural activity and of
new ways of modeling cognitive abilities. Until then many cognitive scientists believed that the
mind could be studied without studying the brain.

1.1

The reaction against behaviorism in psychology
Behaviorism was (and in some quarters still is) an influential movement in psychology.
It takes many different forms, but they all share the basic assumption that psychologists should confine themselves to studying observable phenomena and measurable
behavior. They should avoid speculating about unobservable mental states, and
should instead rely on non-psychological mechanisms linking particular stimuli
with particular responses. These mechanisms are the product of conditioning. For
examples of conditioning, think of Pavlov’s dogs being conditioned to salivate at
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the sound of the bell, or the rewards/punishments that animal trainers use to encourage/discourage certain types of behavior.
According to behaviorists, psychology is really the science of behavior. This way of
thinking about psychology leaves little room for cognitive science as the scientific
study of cognition and the mind. Cognitive science could not even get started until
behaviorism ceased to be the dominant approach within psychology. Psychology’s
move from behaviorism was a lengthy and drawn-out process (and some would say
that it has not yet been completed). We can appreciate some of the ideas that proved
important for the later development of cognitive science by looking at three landmark
papers. Each was an important statement of the idea that various types of behavior
could not be explained in terms of stimulus–response mechanisms. Instead, psychologists need to think about organisms as storing and processing information about their
environment, rather than as responding mechanically to reinforcers and stimuli. This
idea of organisms as information processors is the single most fundamental idea of
cognitive science.

Learning without reinforcement:
Tolman and Honzik, “‘Insight’ in rats” (1930)
Edward Tolman (1886–1959) was a behaviorist psychologist studying problem-solving
and learning in rats (among other things). As with most psychologists of the time, he
started off with two standard behaviorist assumptions about learning. The first assumption is that all learning is the result of conditioning. The second assumption is that
conditioning depends upon processes of association and reinforcement.
We can understand these two assumptions by thinking about a rat in what is known
as a Skinner box, after the celebrated behaviorist B. F. Skinner. A typical Skinner box is
illustrated in Figure 1.1. The rat receives a reward for behaving in a particular way
(pressing a lever, for example, or pushing a button). Each time the rat performs the
relevant behavior it receives the reward. The reward reinforces the behavior. This means
that the association between the behavior and the reward is strengthened and the rat’s
performing the behavior again becomes more likely. The rat becomes conditioned to
perform the behavior.
The basic idea of behaviorism is that all learning is either reinforcement learning of
this general type, or the even simpler form of associative learning often called classical
conditioning.
In classical conditioning what is strengthened is the association between a conditioned stimulus (such as the typically neutral sound of a bell ringing) and an unconditioned stimulus (such as the presentation of food). The unconditioned stimulus is not
neutral for the organism and typically provokes a behavioral response, such as salivation. What happens during classical conditioning is that the strengthening of the
association between conditioned stimulus and unconditioned stimulus eventually
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Figure 1.1 A rat in a Skinner box. The rat has a response lever controlling the delivery of food, as well as
devices allowing different types of stimuli to be produced. (Adapted from Spivey 2007)

leads the organism to produce the unconditioned response to the conditioned
stimulus alone, without the presence of the unconditioned stimulus. The most famous
example of classical conditioning is Pavlov’s dogs, who were conditioned to salivate
to the sound of a bell by the simple technique of using the bell to signal the arrival
of food.
So, it is a basic principle of behaviorism that all learning, whether by rats or by human
beings, takes place through processes of reinforcement and conditioning. What the
studies reported by Tolman and Honzik in 1930 seemed to show, however, is that this
is not true even for rats.
Tolman and Honzik were interested in how rats learnt to navigate mazes. They
ran three groups of rats through a maze of the type illustrated in Figure 1.2. The first
group received a reward each time they successfully ran the maze. The second group
never received a reward. The third group was unrewarded for the first ten days and
then began to be rewarded. As behaviorism would predict, the rewarded rats quickly
learnt to run the maze, while both groups of unrewarded rats simply wandered
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Figure 1.2 A 14-unit T-Alley maze (measurements in inches). Note the blocked passages and
dead ends. (Adapted from Elliott 1928)

around aimlessly. The striking fact, however, was that when the third group of rats
started to receive rewards they learnt to run the maze far more quickly than the first
group had.
Tolman and Honzik argued that the rats must have been learning about the layout of
the maze during the period when they were not being rewarded. This type of latent
learning seemed to show that reinforcement was not necessary for learning, and that the
rats must have been picking up and storing information about the layout of the maze
when they were wandering around it, even though there was no reward and hence no
reinforcement. They were later able to use this information to navigate the maze.
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Exercise 1.1 Explain in your own words why latent learning seems to be incompatible with
the two basic assumptions of behaviorism.
Suppose, then, that organisms are capable of latent learning – that they can store
information for later use without any process of reinforcement. One important
follow-up question is: What sort of information is being stored? In particular, are the
rats storing information about the spatial layout of the maze? Or are they simply
“remembering” the sequences of movements (responses) that they made while
wandering around the maze? And so, when the rats in the latent-learning experiments
start running the maze successfully, are they simply repeating their earlier sequences of
movements, or are they using their “knowledge” of how the different parts of the maze
fit together?
Tolman and his students and collaborators designed many experiments during the
1930s and 1940s to try to decide between place learning and response learning accounts of
how rats learn to run a maze. Some of these experiments were reported in a famous
article in 1946.

Cognitive maps in rats? Tolman, Ritchie, and Kalish,
“Studies in spatial learning” (1946)
One experiment used a cross-maze with four end-points (North, South, East, West), like
that illustrated in Figure 1.3. Rats were started at North and South on alternate trials.
One group of rats was rewarded by food that was located at the same end-point, say
East. The relevant feature of the map for this group was that the same turning response
would not invariably return them to the reward. To get from North to East the rat
needed to make a left-hand turn, whereas a right-hand turn was required to get from
South to East. For the second group the location of the food reward was shifted
between East and West so that, whether they started at North or South, the same
turning response was required to obtain the reward. A rat in the second group starting
from North would find the reward at East, while the same rat starting from South
would find the reward at West. Whether it started at North or South a left turn would
always take it to the reward.
This simple experiment shows very clearly the distinction between place learning and
response learning. Consider the first group of rats (those for which the food was always in
the same place, although their starting-points differed). In order to learn to run the maze
and obtain the reward they had to represent the reward as being at a particular place and
control their movements accordingly. If they merely repeated the same response they
would only succeed in reaching the food reward on half of the trials. For the second
group, though, repeating the same turning response would invariably bring them to the
reward, irrespective of the starting-point.
Tolman found that the first group of rats learnt to run the maze much more
quickly than the second group. From this he drew conclusions about the nature of
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Figure 1.3 A cross-maze, as used in Tolman, Ritchie, and Kalish (1946). The left-hand part of the figure
illustrates the maze, with a star indicating the location of the food reward. The right-hand side illustrates how
the group 1 rats had to make different sequences of movements in order to reach the reward, depending on
where they started.
animal learning in general – namely, that it was easier for animals to code spatial
information in terms of places rather than in terms of particular sequences of
movements.

Exercise 1.2 Explain in your own words why the experimental results seem to show that
rats engage in place learning rather than response learning.
Tolman took his place-learning experiments as evidence that animals form high-level
representations of how their environment is laid out – what he called cognitive maps.
Tolman’s cognitive maps were one of the first proposals for explaining behavior in terms
of representations (stored information about the environment). Representations are one of
the fundamental explanatory tools of cognitive science. Cognitive scientists regularly
explain particular cognitive achievements (such as the navigational achievements of rats
in mazes) by modeling how the organism is using representations of the environment.
Throughout this book we will be looking at different ways of thinking about how
representations code information about the environment, and about how those representations are manipulated and transformed as the organism negotiates and engages with
its environment.
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Plans and complex behaviors: Lashley,
“The problem of serial order in behavior” (1951)
At the same time as Tolman was casting doubt on standard behaviorist models of spatial
navigation, the psychologist and physiologist Karl Lashley was thinking more generally
about the problem of explaining complex behavior.
Much of human and animal behavior has a very complex structure. It involves highly
organized sequences of movements. Stimulus–response behaviorists have limited
resources for thinking about these complex behaviors. They have to view them as linked
sequences of responses – as a sort of chain with each link determined by the link
immediately preceding it. This is the basic idea behind response-learning models of
how rats run mazes. The standard behaviorist view is that rats learn to chain together a
series of movements that leads to the reward. Tolman showed that this is not the right
way to think about what happens when rats learn to run mazes. Lashley made the far
more general point that this seems to be completely the wrong way to think about many
complex behaviors.
Think of the complicated set of movements involved in uttering a sentence of
English, for example. Or playing a game of tennis. In neither of these cases is what
happens at a particular moment solely determined by what has just happened – or
prompted by what is going on in the environment and influencing the organism. What
happens at any given point in the sequence is often a function of what will happen later
in the sequence, as well as of the overall goal of the behavior. According to Lashley, we
should think about many of these complex behaviors as products of prior planning and
organization. The behaviors are organized hierarchically (rather than linearly). An overall
plan (say, walking over to the table to pick up the glass) is implemented by simpler
plans (the walking plan and the reaching plan), each of which can be broken down
into simpler plans, and so on. Very little (if any) of this planning takes place at the
conscious level.

Exercise 1.3 Give your own example of a hierarchically organized behavior.
Lashley’s essay contains the seeds of two ideas that have proved very important for
cognitive science. The first is the idea that much of what we do is under the control of
planning and information-processing mechanisms that operate below the threshold of
awareness. This is the hypothesis of subconscious information processing. Even though we
are often conscious of our high-level plans and goals (of what goes on at the top of the
hierarchy), we tend not to be aware of the information processing that translates
those plans and goals into actions. So, for example, you might consciously form
an intention to pick up a glass of water. But carrying out the intention requires
calculating very precisely the trajectory that your arm must take, as well as ensuring
that your hand is open to the right degree to take hold of the glass. These calculations
are carried out by information-processing systems operating far below the threshold
of conscious awareness.

1.2 The theory of computation
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The second important idea is the hypothesis of task analysis. This is the idea that we
can understand a complex task (and the cognitive system performing it) by breaking it
down into a hierarchy of more basic sub-tasks (and associated sub-systems). The
hypothesis has proved a powerful tool for understanding many different aspects of
mind and cognition. We can think about a particular cognitive system (say, the
memory system) as carrying out a particular task – the task of allowing an organism
to exploit previously acquired information. We can think about that task as involving
a number of simpler, sub-tasks – say, the sub-task of storing information and the
subtask of retrieving information. Each of these sub-tasks can be carried out by even
more simple sub-sub-tasks. We might distinguish the sub-sub-task of storing information for the long term from the sub-sub-task of storing information for the short term.
And so on down the hierarchy.

1.2

The theory of computation and the idea of an algorithm
At the same time as Tolman and Lashley were putting pressure on some of the
basic principles of behaviorism, the theoretical foundations for one highly influential approach to cognitive science (and indeed for our present-day world of
omnipresent computers and constant flows of digital information) were laid in
the 1930s, in what was at the time a rather obscure and little-visited corner of
mathematics.
In 1936–7 Alan Turing published an article in the Proceedings of the London Mathematical Society that introduced some of the basic ideas in the theory of computation.
Computation is what computers do and, according to many cognitive scientists, it is
what minds do. What Turing gave us was a theoretical model that many have thought to
capture the essence of computation. Turing’s model (the so-called Turing machine) is one
of the most important and influential ideas in cognitive science, even though it initially
seems to have little to do with the human mind.

Algorithms and Turing machines: Turing,
“On computable numbers, with an application
to the Decision Problem” (1936–7)
Turing, together with a number of mathematicians working in the foundations of
mathematics, was grappling with the problem (known as the Halting Problem) of determining whether there is a purely mechanical procedure for working out whether certain
basic mathematical problems have a solution.
Here is a way of thinking about the Halting Problem. We can think about it in terms of
computer programs. Many computer programs are not defined for every possible input.
They will give a solution for some inputs, the ones for which they are defined. But for
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other inputs, the ones for which they are not defined, they will just endlessly loop,
looking for a solution that isn’t there. From the point of view of a computer programmer,
it is really important to be able to tell whether or not the computer program is defined
for a given input – in order to be able to tell whether the program is simply taking a very
long time to get to the solution, or whether it is in an endless loop. This is what a solution
to the Halting Problem would give – a way of telling, for a given computer program and a
given input, whether the program is defined for that input. The solution has to work
both ways. It has to give the answer “Yes” when the program is defined, and “No” when
the program is not defined.
It is important to stress that Turing was looking for a purely mechanical solution to
the Halting Problem. He was looking for something with the same basic features as the
“recipes” that we all learn in high school for multiplying two numbers, or performing
long division. These recipes are mechanical because they do not involve any insight.
The recipes can be clearly stated in a finite set of instructions and following the
instructions correctly always gives the right answer, even if you don’t understand
how or why.
Since the notion of a purely mechanical procedure is not itself a mathematical
notion, the first step was to make it more precise. Turing did this by using the notion
of an algorithm. An algorithm is a finite set of rules that are unambiguous and that can
be applied systematically to an object or set of objects to transform it or them in
definite and circumscribed ways. The instructions for programming a DVD recorder,
for example, are intended to function algorithmically so that they can be followed
blindly in a way that will transform the DVD recorder from being unprogrammed to
being programmed to switch itself on and switch itself off at appropriate times. Of
course, the instructions are not genuinely algorithmic since, as we all know, they are
not idiot-proof.

Exercise 1.4 Think of an example of a genuine algorithm, perhaps from elementary arithmetic
or perhaps from everyday life.
One of Turing’s great contributions was a bold hypothesis about how to define the
notion of an algorithm within mathematics. Turing devised an incredibly simple kind
of computing mechanism (what we now call, in his honor, a Turing machine). This is an
idealized machine, not a real one. What makes a Turing Machine idealized is that it
consists of an infinitely long piece of tape divided into cells. The point of the tape
being infinitely long is so that the machine will not have any storage limitations.
A Turing machine is like a computer with an infinitely large hard disk. Turing did not
think that a Turing machine would ever have to deal with infinitely long strings of
symbols. He just wanted it to be able to deal with arbitrarily long, but still finite, strings
of symbols.
Each of the cells of the Turing tape can be either blank or contain a single symbol. The
Turing machine contains a machine head. The tape runs through the machine head,
with a single cell under the head at a given moment. This allows the head to read the
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Figure 1.4 Schematic representation of a Turing machine. (Adapted from Cutland 1980)

symbol the cell contains. The machine head can also carry out a limited number of
operations on the cell that it is currently scanning. It can:

n

delete the symbol in the cell
write a new symbol in the cell
move the tape one cell to the left

n

move the tape one cell to the right

n
n

Any individual Turing machine has a set of instructions (its machine table). The
machine can be in any one of a (finite number of) different states. The machine table
determines what the Turing machine will do when it encounters a particular symbol in a
particular cell, depending upon which internal state it is in. Figure 1.4 is a schematic
representation of a Turing machine.
The beauty of a Turing machine is that its behavior is entirely determined by the
machine table, its current state, and the symbol in the cell it is currently scanning.
There is no ambiguity and no room for the machine to exercise “intuition” or
“judgment.” It is, in fact, purely mechanical in exactly the way required for an
algorithm.
Turing did not actually build a Turing machine. (It is difficult to build a machine with
an infinitely long piece of tape!) But he showed how Turing machines could be specified
mathematically. The machine table of a Turing machine can be represented as a
sequence of numbers. This allowed him to prove mathematical results about Turing
machines. In particular, it allowed him to prove that there is a special kind of Turing
machine, a Universal Turing machine, that can run any specialized Turing machine. The
Universal Turing machine can take as input a program specifying any given specialized
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Turing program. It is the theoretical precursor (with unlimited storage) of the modernday general-purpose digital computer.
Turing’s paper contained a subtle proof that the Halting Problem cannot be solved. It
was also significant for articulating what we now call the Church–Turing thesis (in
recognition of the contribution made by the logician Alonzo Church). According to
the Church–Turing thesis, anything that can be done in mathematics by an algorithm
can be done by a Turing machine. Turing machines are computers that can compute
anything that can be algorithmically computed.
What Turing contributed to the early development of cognitive science (although at
the time his work was little known and even less appreciated) was a model of computation that looked as if it might be a clue to how information could be processed by the
mind. As theorists moved closer to the idea that cognition involves processing information it was an easy step to think about information processing as an algorithmic
process along the lines analyzed by Turing – a step that became even easier in the light of
the huge advances that were made in designing and building digital computers (which, if
the Church–Turing thesis is true, are essentially large and fast Turing machines) during
and after the Second World War.

Exercise 1.5 Explain in your own words why the Church–Turing thesis entails that any computer
running a program is simply a large and fast Turing machine.

1.3

Linguistics and the formal analysis of language
The study of language played a fundamental role in the prehistory of cognitive science. On
the one hand, language use is a paradigm of the sort of hierarchically organized complex
behavior that Lashley was talking about. On the other hand, the emergence of transformational linguistics and the formal analysis of syntax (those aspects of language use that have
to do with how words can be legitimately put together to form sentences) provided a very
clear example of how to analyze, in algorithmic terms, the bodies of information that might
underlie certain very basic cognitive abilities (such as the ability to speak and understand a
language). In retrospect we can identify one crucial landmark as the publication in 1957 of
Syntactic Structures by Noam Chomsky, unquestionably the father of modern linguistics
and a hugely important figure in the development of cognitive science. The transformational grammar proposed by Chomsky (and subsequently much modified by Chomsky
and others) reflects some of the basic ideas that we have discussed earlier in this chapter.

The structure of language: Chomsky’s
Syntactic Structures (1957)
Chomsky’s book is widely held to be the first example of a linguist proposing an explanatory theory of why languages work the way they do (as opposed to simply describing and

1.3 Linguistics and the analysis of language

17

classifying how they work). Chomsky was interested not in mapping the differences
between different languages and in describing their structure, but rather in providing a
theoretical account of why they have the structure that they do. Crucial to his approach
is the distinction between the deep structure of a sentence (as given by what Chomsky
calls a phrase structure grammar) and its surface structure (the actual organization of words
in a sentence, derived from the deep structure according to the principles of transformational grammar).
The deep structure, or phrase structure, of a sentence is simply how it is built up from
basic constituents (syntactic categories) according to basic rules (phrase structure rules).
We only need a small number of basic categories to specify the phrase structure of a
sentence. These are the familiar parts of speech that we all learn about in high school –
nouns, verbs, adjectives, and so on. Any grammatical sentence (including those that
nobody is ever likely to utter) is made up of these basic parts of speech combined
according to basic phrase structure rules (such as the rule that every sentence is composed of a verb phrase and a noun phrase).
In Figure 1.5 we see how these basic categories can be used to give a phrase structure
tree of the sentence “John has hit the ball.” The phrase structure tree is easy to read,
with a bit of practice. Basically, you start at the top with the most general characterization. As you work your way down the tree the structure of the sentence becomes
more finely articulated, so that we see which words or combinations of words are
doing which job.
Analyzing sentences in terms of their phrase structure is a powerful explanatory tool.
There are pairs of sentences that have very different phrase structures, but are clearly
very similar in meaning. Think of “John has hit the ball” and “The ball has been hit by
John.” In most contexts these sentences are equivalent and interchangeable, despite
having very different phrase structures. Conversely, there are sentences with superficially
similar phrase structures that are plainly unrelated. Think of “Susan is easy to please” and
“Susan is eager to please.”

Exercise 1.6 Explain in your own words the difference between these two sentences.
Why are their phrase structures different?
The basic aim of transformational grammar is to explain the connection between
sentences of the first type and to explain the differences between sentences of the second
type. This is done by giving principles that state the acceptable ways of transforming
deep structures. This allows linguists to identify the transformational structure of a
sentence in terms of its transformational history.
The transformational principles of transformational grammar are examples of algorithms. They specify a set of procedures that operate upon a string of symbols to
convert it into a different string of symbols. So, for example, our simple phrase
structure grammar might be extended to include an active–passive transformation
rule that takes the following form (look at the key in Figure 1.5 for the translation of
the symbols):
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Figure 1.5 A sample phrase structure tree for the sentence “John has hit the ball.” The abbreviations in the
diagram are explained in the key.

NP1 þ Aux þ V þ NP2
)
NP2 þ Aux þ been þ V þ by þ NP1
This transforms the string “John þ has þ hit þ the þ ball” into the string “the þ
ball þ has þ been þ hit þ by þ John.” And it does so in a purely mechanical and
algorithmic way.

1.4 Information-processing models in psychology
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Exercise 1.7 Write out an algorithm that carries out the active–passive transformation rule.
Make sure that your algorithm instructs the person/machine following it what to do at each step.
What’s more, when we look at the structure of the passive sentence “The ball has been
hit by John” we can see it as illustrating precisely the sort of hierarchical structure to
which Lashley drew our attention. This is a characteristic of languages in general. They
are hierarchically organized. In thinking about how they work, transformational grammar brings together two very fundamental ideas. The first idea is that a sophisticated,
hierarchically organized, cognitive ability, such as speaking and understanding a language, involves stored bodies of information (information about phrase structures and
transformation rules). The second idea is that these bodies of information can be manipulated algorithmically.

1.4

Information-processing models in psychology
In the late 1950s the idea that the mind works by processing information began to take
hold within psychology. This new development reflected a number of different influences. One of these was the emergence of information theory in applied mathematics.
Rather unusually in the history of science, the emergence of information theory can be
pinned down to a single event – the publication of an article entitled “A mathematical
theory of communication” by Claude E. Shannon in 1948. Shannon’s paper showed how
information can be measured, and he provided precise mathematical tools for studying
the transmission of information.
These tools (including the idea of a bit as a measure of information) proved very
influential in psychology, and for cognitive science more generally. We can illustrate
how information-processing models became established in psychology through two
very famous publications from the 1950s.
The first, George Miller’s article “The magical number seven, plus or minus two: Some
limits on our capacity for processing information” used the basic concepts of information theory to identify crucial features of how the mind works. The second, Donald
Broadbent’s 1954 paper “The role of auditory localization in attention and memory
span,” presented two influential experiments that were crucial in Broadbent’s later
putting forward, in his 1958 book Perception and Communication, one of the first
information-processing models in psychology. The type of flow chart model that
Broadbent proposed (as illustrated in Figure 1.6) has become a standard way for cognitive scientists to describe and explain different aspects of cognition.

How much information can we handle? George Miller’s
“The magical number seven, plus or minus two” (1956)
The tools of information theory can be applied to the study of the mind. One of the
basic concepts of information theory is the concept of an information channel. In
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Figure 1.6 Donald Broadbent’s 1958 model of selective attention.

abstract terms, an information channel is a medium that transmits information from a
sender to a receiver. A telephone cable is an information channel. So is the radio
frequency on which a television station broadcasts. We can think of perceptual
systems as information channels. Vision, for example, is a medium through which
information is transmitted from the environment to the perceiver. So are audition
(hearing) and olfaction (smell). Thinking about perceptual systems in this way gave
Miller and other psychologists a new set of tools for thinking about experiments on
human perception.
Miller’s article drew attention to a wide range of evidence suggesting that human
subjects are really rather limited in the absolute judgments that they can make. An
example of an absolute judgment is naming a color, or identifying the pitch of a
particular tone – as opposed to relative judgments, such as identifying which of two
colors is the darker, or which of two tones is higher in pitch.
In one experiment reported by Miller, subjects are asked to assign numbers to the
pitches of particular tones and then presented with sequences of tones and asked to
identify them in terms of the assigned numbers. So, for example, if you assigned “1” to
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middle C, “2” to the first E above middle C, and “3” to the first F# and then heard the
sequence E-C-C-F#-E, the correct response would be 2-1-1-3-2.
When the sequence is only one or two tones long, subjects never make mistakes.
But performance falls off drastically when the sequence is six or more tones long.
A similar phenonemon occurs when we switch from audition to vision and
ask subjects to judge the size of squares or the length of a line. Here too there seems
to be an upper bound on the number of distinct items that can be processed
simultaneously.
Putting these (and many other) experimental results into the context of information
theory led Miller to propose that our sensory systems are all information channels with
roughly the same channel capacity (where the channel capacity of an information
channel is given by the amount of information it can reliably transmit). In these cases
the perceiver’s capacity to make absolute judgments is an index of the channel capacity
of the information channel that she is using.
What Miller essentially did was propose an information-processing bottleneck. The
human perceptual systems, he suggested, are information channels with built-in limits.
These information channels can only process around seven items at the same time (or,
to put it in the language of information theory, their channel capacity is around 3 bits;
since each bit allows the system to discriminate 2 pieces of information, n bits
of information allow the system to discriminate 2n pieces of information and 7 is
just under 2 3).
At the same time as identifying these limits, Miller identified ways of working
round them. One way of increasing the channel capacity is to chunk information.
We can relabel sequences of numbers with single numbers. A good example (discussed
by Miller) comes when we use decimal notation to relabel numbers in binary notation. We can pick out the same number in two different ways – with the binary
expression 1100100, for example, or with the decimal expression 100. If we use binary
notation then we are at the limits of our visual channel capacity. If we use decimal
notation then we are well within those limits. As Miller pointed out, to return to a
theme that has emerged several times already, natural language is the ultimate
chunking tool.

Exercise 1.8 Think of an informal experiment that you can do to illustrate the significance of
chunking information.

The flow of information: Donald Broadbent’s “The role
of auditory localization in attention and memory span” (1954)
and Perception and Communication (1958)
Miller’s work drew attention to some very general features of how information is
processed in the mind, but it had little to say about the details of how that information
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processing takes place. The experiments reported and analyzed by Miller made plausible
the idea that the senses are information channels with limited capacity. The obvious
next step was to think about how those information channels actually work. One of the
first models of how sensory information is processed was developed by the British
psychologist Donald Broadbent in his 1958 book Perception and Communication. As with
Miller, the impetus came from experiments in the branch of psychology known as
psychophysics. This is the branch of psychology that studies how subjects perceive and
discriminate physical stimuli.
We can appreciate what is going on by thinking about the so-called cocktail party
phenomenon. When at a cocktail party, or any other social gathering, we can often
hear many ongoing and unrelated conversations. Somehow we manage to focus only
on the one we want to listen to. How do we manage this? How do we screen out
all the unwanted sentences that we hear? It is plain that we only attend to some of
what we hear. Auditory attention is selective. There is nothing peculiar to audition
here, of course. The phenomenon of selective attention occurs in every sense
modality.
Broadbent studied auditory attention by using dichotic listening experiments, in
which subjects are presented with different information in each ear. The experiments
reported in his paper “The role of auditory localization in attention and memory
span” involved presenting subjects with a string of three different stimuli (letters or
digits) in one ear, while simultaneously presenting them with a different string in the
other ear. The subjects were asked to report the stimuli in any order. Broadbent found
that they performed best when they reported the stimuli ear by ear – that is, by
reporting all three presented to the left ear first, followed by the three presented to
the right ear. This, and other findings, were explained by the model that he subsequently developed.
The basic features of the model can be read off Figure 1.6. Information comes
through the senses and passes through a short-term store before passing through a
selective filter. The selective filter screens out a large portion of the incoming information, selecting some of it for further processing. This is what allows us selectively to
attend to only a portion of what is going on around us in the cocktail party. Only
information that makes it through the selective filter is semantically interpreted, for
example. Although people at cocktail parties can hear many different conversations at
the same time, many experiments have shown that they have little idea of what is said
in the conversations that they are not attending to. They hear the words, but do not
extract their meaning.
Broadbent interpreted the dichotic listening experiments as showing that we can
only attend to a single information channel at a time (assuming that each ear is
a separate information channel) – and that the selection between information
channels is based purely on physical characteristics of the signal. The selection
might be based on the physical location of the sound (whether it comes from
the left ear or the right ear, for example), or on whether it is a man’s voice or a
woman’s voice.
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The selective filter does not work by magic. As the diagram shows, the selective filter
is “programmed” by another system that stores information about the relative likelihoods of different events. We are assuming that the system is pursuing a goal. What is
programming the selective filter is information about the sorts of things that have led
to that goal being satisfied in the past. Information that makes it through the selective
filter goes into what Broadbent calls the limited capacity channel. Information that is
filtered out is assumed to decay quickly. From the limited capacity channel information can go either into the long-term store, or on to further processing and eventually into action, or it can be recycled back into the short-term store (to preserve it if it
is in danger of being lost).
We can see how Broadbent’s model characterizes what is going on in the cocktail party
phenomenon. The stream of different conversations arrives at the selective filter. If my
goal, let us say, is to strike up a conversation with Dr X (who is female), then the selective
filter might be attuned in the first instance to female voices. The sounds that make it
through the selective filter are the sounds of which I am consciously aware. They can
provide information that can be stored and perhaps eventually feed back into the
selective filter. Suppose that I “tune into” a conversation that I think involves Dr X but
where the female voice turns out to belong to Mrs Z, then the selective filter can be
instructed to filter out Mrs Z’s voice.

Exercise 1.9 Give an example in your own words of selective attention in action. Incorporate
as many different aspects of Broadbent’s model as possible.

1.5

Connections and points of contact
This chapter has surveyed some crucial episodes in the prehistory of cognitive science.
You should by now have a sense of exciting innovations and discoveries taking place in
very different areas of intellectual life – from experiments on rats in mazes to some of the
most abstract areas of mathematics, and from thinking about how we navigate cocktail
parties to analyzing the deep structure of natural language. As we have looked at some of
the key publications in these very different areas, a number of fundamental ideas have
kept recurring. In this final section I draw out some of the connections and points of
contact that emerge.
The most basic concept that has run through the chapter is the concept of information. Tolman’s latent learning experiments seemed to many to show that animals
(including of course human animals) are capable of picking up information without
any reinforcement taking place. The rats wandering unrewarded through the maze
were picking up and storing information about how it was laid out – information
that they could subsequently retrieve and put to work when there was food at stake.
Chomsky’s approach to linguistics exploits the concept of information in a very
different way. His Syntactic Structures pointed linguists towards the idea that speaking
and understanding natural languages depends upon information about sentence
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structure – about the basic rules that govern the surface structure of sentences and
about the basic transformation principles that underlie the deep structure of sentences. In the work of the psychologists Miller and Broadbent we find the concept of
information appearing in yet another form. Here the idea is that we can understand
perceptual systems as information channels and use the concepts of information
theory to explore their basic structure and limits.
Hand in hand with the concept of information goes the concept of representation.
Information is everywhere, but in order to use it organisms need to represent it. Representations will turn out to be the basic currency of cognitive science, and we have seen a
range of very different examples of how information is represented in this chapter. Tolman’s place-learning experiments introduced the idea that organisms have cognitive maps
representing the spatial layout of the environment. These maps are representations of the
environment. Turing machines incorporate a very different type of representation. They
represent the instructions for implementing particular algorithms in their machine table.
In a similar vein, Chomsky suggested that important elements of linguistic understanding
are represented as phrase structure rules and transformational rules. And Miller showed
how representing information in different ways (in terms of different types of chunking,
for example) can affect how much information we are able to store in memory.
Information is not a static commodity. Organisms pick up information. They adapt it,
modify it, and use it. In short, organisms engage in information processing. The basic idea
of information processing raises a number of questions. One might wonder, for example,
about the content of the information that is being processed. What an organism does
with information depends upon how that information is encoded. We saw some of the
ramifications of this in Tolman’s place-learning experiments. The difference between
place learning and response learning is a difference in how information about location is
encoded. In response learning, information about location is encoded in terms of the
movements that an organism might take to reach that location. In place learning, in
contrast, information about location is encoded in terms of the location’s relation to
other locations in the environment.
Even once we know how information is encoded, there remain questions about the
mechanics of information processing. How does it actually work? We can see the germ of
a possible answer in Turing’s model of computation. Turing machines illustrate the idea
of a purely mechanical way of solving problems and processing information. In one
sense Turing machines are completely unintelligent. They blindly follow very simple
instructions. And yet, if the Church–Turing thesis is warranted, they can compute
anything that can be algorithmically computed. And so, in another sense, it would be
difficult to be more intelligent than a Turing machine.
If the basic assumptions of transformational linguistics are correct, then we can see one
sphere in which the notion of an algorithm can be applied. The basic principles that
transform sentences (that take a sentence from its active to its passive form, for example,
or that transform a statement into a question) can be thought of as mechanical procedures
that can in principle be carried out by a suitably programmed Turing machine (once we
have found a way of numerically coding the basic categories of transformational grammar).
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A final theme that has emerged from the authors we have studied is the idea that
information processing is done by dedicated and specialized systems. This idea comes
across most clearly in Broadbent’s model of selective attention. Here we see a complex
information-processing task (the task of making sense of the vast amounts of information picked up by the hearing system) broken down into a number of simpler tasks (such
as the task of selecting a single information channel, or the task of working out what
sentences mean). Each of these information-processing tasks is performed by dedicated
systems, such as the selective filter or the semantic processing system.
One powerful idea that emerges from Broadbent’s model of selective attention is the
idea that we can understand how a cognitive system as a whole works by understanding how
information flows through the system. What Broadbent offered was a flowchart showing
the different stages that information goes through as it is processed by the system. Many
psychologists and cognitive scientists subsequently took this type of informationprocessing flowchart to be a paradigm of how to explain cognitive abilities.
In the next chapter we will look at how some of these ideas were put together in some
of the classic theories and models of early cognitive science.

Summary
This chapter has surveyed five of the most important precursors of what subsequently
became known as cognitive science. Cognitive science emerged when experimentalists and
theoreticians began to see connections between developments in disciplines as diverse as
experimental psychology, theoretical linguistics, and mathematical logic. These connections
converge on the idea that cognition is a form of information-processing and hence that we can
understand how the mind works and how organisms negotiate the world around them by
understanding how information about the environment is represented, transformed, and
exploited.

Checklist
(1)
(2)
(3)
(4)

(1)

Important developments leading up to the emergence of cognitive science
The reaction against behaviorism in psychology
Theoretical models of computation from mathematical logic
Systematic analysis of the structure of natural language in linguistics
The development of information processing models in psychology
Central themes of the chapter
Even very basic types of behavior (such as the behavior of rats in mazes) seems to involve storing
and processing information about the environment.
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(2)

Information relevant to cognition can take many forms – from information about the environment
to information about how sentences can be constructed and transformed.
Perceptual systems can be viewed as information channels and we can study both:
(a) the very general properties of those channels (e.g. their channel capacity)
(b) the way in which information flows through those channels
Mathematical logic and the theory of computation shows us how information-processing can be
mechanical and algorithmic.
Much of the information-processing that goes on in the mind takes place below the threshold of
awareness.

(3)

(4)
(5)

Further reading
The story of how cognitive science emerged is told in Gardner’s The Mind’s New Science (1985).
Flanagan’s The Science of the Mind (1991) goes further back into the prehistory of cognitive
science and psychology, as do the papers in Brook 2007. Margaret Boden’s two-volume Mind as
Machine: A History of Cognitive Science (2006) is detailed, but places most emphasis on computer
science and artificial intelligence. Abrahamsen and Bechtel’s chapter in Frankish and Ramsey 2012
provides a concise summary of the history of cognitive science.
The basic principles of classical and operant conditioning are covered in standard textbooks to
psychology, such as Gazzaniga, Halpern, and Heatherton 2011, Plotnik and Kouyoumdjian 2010,
and Kalat 2010. Watson’s article “Psychology as the behaviorist views it” is a classic behaviorist
manifesto (Watson 1913). It can be found in the online resources. Tolman’s article “Cognitive
maps in rats and men” (1948) gives an accessible introduction to many of his experiments and is
also in the online resources. Gallistel 1990 is a very detailed and sophisticated presentation of a
computational approach to animal learning.
Turing’s paper on undecidable propositions (Turing 1936) will defeat all but graduate students
in mathematical logic. His paper “Computing machinery and intelligence” (Turing 1950) is a
much more accessible introduction to his thoughts about computers. There are several versions
online, the best of which are included in the online resources). Martin Davis has written two
popular books on the early history of computers, Engines of Logic: Mathematicians and the Origin
of the Computer (Davis 2001) and The Universal Computer: The Road from Leibniz to Turing
(Davis 2000). Copeland 1993 gives a more technical, but still accessible, account of Turing
Machines and the Church–Turing thesis. A good article illustrating the algorithmic nature of
information processing is Schyns, Gosselin, and Smith 2008.
At more or less the same time as Turing was working on the mathematical theory of
computation, the neurophysiologist Warren McCulloch and logician Walter Pitts were collaborating
on applying rather similar ideas about computation directly to the brain. Their paper “A logical
calculus of the ideas immanent in nervous activity” (McCullough and Pitts 1943) was influential at
the time, particularly in the early development of digital computers, but is rarely read now. It is
reprinted in Cummins and Cummins 2000. An accessible survey of their basic ideas can be found in
Anderson 2003. See also ch. 2 of Arbib 1987 and Piccinini 2004, as well as Schlatter and Aizawa
2008.
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Most people find Chomsky’s Syntactic Structures pretty hard going. Linguistics tends to be
technical, but Chomsky’s article “Linguistics and Philosophy,” reprinted in Cummins and Cummins
2000, contains a fairly informal introduction to the basic distinction between surface structure and
deep structure. Ch. 2 of Newmeyer 1986 is a good and accessible introduction to the Chomskyan
revolution. More details can be found in standard textbooks, such as Cook and Newson 2007, Isac
and Reiss 2013, and O’Grady, Archibald, Aronoff, and Rees-Miller 2010. Chomsky’s rather harsh
review of B. F. Skinner’s book Verbal Behavior (Chomsky 1959) is often described as instrumental
in the demise of radical behaviorism – and hence in bringing about the so-called “cognitive
revolution.” The review is reprinted in many places and can be found in the online resources.
Miller’s (1956) article is widely available and is included in the online resources. Broadbent’s
model of selective attention was the first in a long line of models. These are reviewed in standard
textbooks. See, for example, ch. 5 of Gleitman, Fridlund, and Reisberg 2010. Christopher Mole’s
chapter on attention in Margolis, Samuels, and Stich 2012 summarizes Broadbent’s influence as
well as recent departures from Broadbent. The cocktail party phenomenon was first introduced in
Cherry 1953. A concise summary of the cocktail party phenomenon can be found in McDermott
2009.

